Particle Learning for General
Mixture Models

Matt Taddy *
The University of Chicago Booth School of Business

SAMSI| SegMC Program
February 20, 2009

1Joint with C.M. Carvalho, H.F. Lopes, M. Johannes and N. Polson 1



Highlights

¥ Particle Learning (PL) for Mixtures:

' A unibegd approach to sampling from models
f(z) =  k(z;0)dG(0), whereG is a.s. discrete.



Highlights

¥ Particle Learning (PL) for Mixtures:
' A unibed approach to sampling from models
f(z2)= k(z;0)dG(0), whereG is a.s. discrete.
¥ An alternative to MCMC:
! On-line model btting

! Able to handle larger high dimensional data-sets (alternative
to variational inference).



Highlights

¥ Particle Learning (PL) for Mixtures:
' A unibed approach to sampling from models
f(z2)= k(z;0)dG(0), whereG is a.s. discrete.
¥ An alternative to MCMC:
! On-line model btting

! Able to handle larger high dimensional data-sets (alternative
to variational inference).

¥ When | say general, | mean general:

! Wide range of mixture models with both Pnite and inPnite
mixing distributions.
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Introduction via FMM: notation!

¥ We denote a mixture for datuny; with Pnite humber of
components by

nm nm

p(yil!) = P P(Y:16;) = Pr(k = ))p(y|6k) .
j=1 j=1

¥yT =(yq,...,y7) is the Ofull® sample of side

¥p=(p1,-..,Pm) is the set of mixing probabilities for the mixture.
¥k =(ky,...,kr) is the vector of latent indicator or allocation
states.

¥! =(61,...,0n) is the set of parameters for each given

allocation.



Introduction via FMM

¥ Assumep(Yi|k,! ) ! p(y:|6k), some known parametric form that
admits a conditional sulcient statistic structure (full conjugacy
can be relaxed).

¥ Typical examples include the normal inverse Gamma or the
Poisson Gamma mixture model.

¥ Conditional sulcient statistics are:

''ng =(ng1,...,Nem), Nnumber of obsercations allocated to
each component.
st =(%1,-.-,%,m), the compnent-indexed set of conditional

sulcient statistics for ! .

¥ We are interested in inference for the joint posterigf! , p|y).



Introduction via FMM

¥ Basic Gibbs sampler cycles through complete conditionals
p(! [k,y) and p(k|! ,p,y) and p(p|k).

¥ Assuming that the room is PL savy:

resamplep(y+1[6') " propagate p(6'™* 6", yi+1).

We approach the mixture model as a state space model where
(st,ny) is the state vector. For each OtiméQwe are looking to
obtain a sequence of updated posteriors, (s |y")

#

#  Pr(ngselse 1, Mo 1Y) Pr(se 1, N aly)d(se 1,0 1)

¥ Life is good:Pr(ne, st|str 1, Nty 1, Yt) = Pr(ke|ser 1, ne 1, ¥t) and
Pr(!,plnt,st) is easy to sample (and a good idea: Rao-Blackwell).



Introduction via FMM: Particle Inference
¥ Characterizep(ng, s;|y) through the discrete representation

1 uN
pV(ne, stly') = N Oy 5
i=1
¥ After observingy:+1 , our method updates the above
approximation using the followinge-sample

0, 0,
t+1 4 Yo

6 s
#pP (Y1 Ine,st) P N, sely
"N & .
N (N, 6 90

i=1

$
p ntvstly

. . . $ % & (i)'
with particle weightsw (ne, ) # p yeea | (ng, s0)"
and propagate
$ t+1% # $ t+10/0
P kivaly ™ = p(keaa|ng s, Yisa) P N, sy d(ng, s).



Introduction via FMM: Poisson Example

Model:
Pr(y;) = pi Po(yt16;)
i=1
g ! Gaai, )

Pr(p) ! Dirichlet(n).

Sulcient statistics:

&, = Yilgk=i
j=1
S+1j = St t Yie1 Likea=j)
Mevrj = Mo+ Lgg=j3-



Introduction via FMM: Poisson Example

Resample:
om  # #
P(Ye+1 INt, st) = pip(ye+1 [6)p(! . P)d! dP
ker1 =i=1
" (st Yt ai) (B ng)S T
qamimt (SR ) (G ng 1) ST

1 7t
7 m
Yisa ! =1 7t Nit

10



Introduction via FMM: Poisson Example

Propagate:

P(Ke+1 = TN¢, St Ye+1) #

"(si t Ve i) (Bi+ )T y it My
"(sit i) (B+ng+1STYET T gy
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Poisson Mixture: Histograms represent the posterior from SMC. The
red lines represent density estimates from the MCMC output. Blue line
are the true model. 12
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Poisson Mixture: Estimated and true predictive distributions.
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Making it general: more notation

I
¥Fort=1,....T: f(yt;G) = Kk(y;0)dG(0), whereG is a.s.
discrete (e.9.G! DP(a, Gp)).

¥ In terms of latent variablesy; 'pd k(yi;6), 6! G.

¥60' = {61,...,6;} can be re-written ag { = {67,...,65 1}, the
unique mixture componentsand the indicatork' = {ky, ..., k¢}
such thatf; = 6 .
¥ Sulcient statistics for ! ;:

' my, the number of unique OobservedO components

' st ={s,1,.-.-.,5 m}, the component sulcient statistics

g = {ne1,...,Ntm}, the number of observeBtions allocated
to each unique mixture component (such that j”ltl ngj = t).

14



The Nonparametric Random Mixing Measure

¥ When G is inPnite dimensional, the inference is based on either

a. Pr(' *, kT |y"), the marginal posterior for latent components
(marginalized ovelG, equivilent to Pr( 1|y")),
or
) L

b. Pr(GLly")=Pr(",ply"), wheredG.(y) = *~ ;; pik(y; ) is
a truncated approximation tds.

¥ If we have a way to obtain Ps;,nt,my|y") (hint: PL!), then
Pr(! £ ,kT |st,nt,my) will be straightforward to sample and we
can rao-blackwellize inference fas)(

15



The Nonparametric Random Mixing Measure

In case b), the truncation approximation is introduced in either
the prior or the posterior.

¥ If the truncation is made in the prior (e.g. Oblocked-Gibbs
sampling schemesQ), we are just btting a bnite mixture model:
PL sampling is a trivial extension of FMM methods from earlier.

¥ When the truncation is made in the posterior, the standard
approach is to do so conditional on the inference from case (
Or, assuming that we have Pst,nt, my|y"),

#

Pr(G.lsr,nt)= Pr(p," |'7,ny,my)dPr(! 3|n7,st,m)

(i.e., the Rao-Blackwell version of inference conditional @.X

16



PL for nonparametric mixtures
¥ Marginal inference for P, nt,mr |y ") is possible whenever
we can marginalize ouG (conditional on!).

¥ WeOll go through the steps for Dirichlet processe mixtures;
assume the prioG ! DP(«, Gp). Things to know:

! .
L dG(A)dPr(G|! § 1,0k 1) = dGY 1(6), where

mt

1 n .
dGo(0) + e n Ofp=6+1

o+

«
att

dGy(0) =

(this is also the B&ya urn marginal posterior predictive for a
newd given! ).

! The DP is conditionally conjugate: giveh; and n, the
posterior distribution forG is DP(a + t,G}).

17



PL for Dirichlet Process Mixtures

Given{nl, ,., L, sampled from Py 1,80 1ly" b),

¥ Resample: Draw (ni, 1, ;) from {n}, ;, s, ;}N; with
probability proportional to Prg;|n, 1, st 1)
###
k(ye: )dG(O)dPr(G! {i 1, Nty A Pr(! {1 4l 1,8 )
# +i '
k(ye:0)  dGy X0y 1.nu DA PrC gl .8 1) dO.

18



PL for Dirichlet Process Mixtures

¥ Propagate: Draw k! from Pr(k¢|ni, 1,sl, 1, V1) #

i #
ni, 1 . . .
T t%1 OJA)I k(yt; k,)d Pr(jfﬁtlsm'! l,jan{! 1) for ki = 1,...,my
a . .
and Y% k(y;;0)dGo(0) if ke=my ;+1

¥Map{kti7nit! 1vsit! 1’yt}"{ nivslt}

19



PL for Dirichlet Process Mixtures of Multivariate Normals

!
f(yi:G) = N(ytlpe,#¢)dG(u, #t)

G! DP(a,Go(p,#)), Go= N(u X #/m)WH#' 1 v, 8)).

Sulcient statistics for each unique mixture componeng; 1 :

n n

W1 = Ye /Mty 1j, Sy = YeYr %one 1% 1j% 1
rke=j rke=j

Performing the marginalizations from abovBr(y:|ni 1,S1 1) =

e _q
Ntr o1,

St(yt; ao, Bo, Co)+ Tt t%1
1

o+t 0/ 1 St(ye;a 1j,Ber 1j,Cr 1),

(a, B, c)Os are just functions of sulcient stats and prior parameters.
20



PL for Dirichlet Process Mixtures of Multivariate Normals

Resampldrom {n}, ;. ¢, Yy with p(i) # Pr(yen, 1,8 1)-

Propagateeach of the new particles: samplg such that

Pr(ki = j) # a;t.“lst(yt, a1 1558l 1 G 1) J =1, My g
Pr(ki = mi, ; +1) # —%=St(y;; a0, Bo, Co).

Easyupdatesfor the sulcient stats of groupk/, remaining
components are the same as a6 1.

21



Histogram of y

One dimensional example: p(c) = 543 + .50[0.1)-

22
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Al

2D example: Mix of AR and independent bivariate normals.
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Preliminary Simulation Study

z2
0
|

¥ Generatez; | N(ui,AR(0.9)): 1! G & G! DP(4,N(0,4l)).
¥ Fit DP MVN mixture: a =2, Gop = N(u; 0, 4#)Wgsp (#' 1). 24



PL MC error for mean pdf (N=500, T=2000)
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Preliminary Simulation Study
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T T
PLtime BGtime

Time for each algorithm bt to 2000 observations (1000 particle PL, 3000
iterations of MCMC).
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Preliminary Simulation Study

sum log posterior predictive

—655
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T T
PLlogprob BGlogprob

Log posterior predictive density at 100 left-out locations.
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Preliminary Simulation Study
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Marginal density estimates for 10 dimensions, 5000 observations.
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Preliminary Simulation Study
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Marginal density estimates for 25 dimensions, 10000 observations.
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Conditional Inference and Sampling G

¥ All of the above density results are based on the posterior
predictive,Pr(y|ny, st ), which is actuallyEg[f (y; G)|nt,sr ]

¥ As promised, weOll also draw a truncated approximation to the
full DP posteriorG. $ G! DP(a+ T,G]).

¥ This is required for any inference about functions of the
nonparametrically modeled densifyy; G); for example, in
conditional inference we warft(y|x; G) = f (x,y; G) /f (x; G).

The standard approach:

1" = {9,903 1 6T WIng, 1 %),
2. p={p1,...,p.} is constructed through the stick breaking
processP (beta(l,a+ T)).

30



Conditional Inference and Sampling G

¥ Our version: Pr(G.|sr,nt) =Pr(p,"|sr,nt) =
#
Pr(p," |'7,n7)dPr(! 5 |nt,sr)
# oL
PL(p;beta(L, a + T)) Go (]! 7,n)d Pr(! *|nr ,s7)
1=1

¥ DP Multivariate normal mixture:; = [ w,#] sampled from
Pr(dilki = j,nj,srj) =
/

$ %
# W # Lv+ng,$+ D

N ; aTj
2 TJ’K?"'nTj

with probability nyj /(a+ T) for j =1,...,mr, and from
Go(u, #1) = N(ui; \#/R)W@#| 10, 9)

with probability a/(a + T). 31



Conditional PDF Estimate Mean Regression Function

X X

Implied conditional regression; 200 observations from test function in
Taddy & Kottas 2009.
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The End

¥ Lots more that didnOt make it in: very cool example of SV with
nonparametric mixture volatility, sequential Bayes factors and
model selection...

¥ PL wonOt solve everything, but it is e%ective and intuitive for
general mixture models.

Thanks

33



