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Overview

@ Markov process models of biochemical network dynamics

o (Sequential) likelihood-free MCMC for Markov processes
observed partially, discretely and with error

e A (more efficient) sequential MCMC algorithm for nonlinear
multivariate diffusion processes

@ Future directions — calibration of stochastic computer models

Darren Wilkinson — SAMSI, RTP, May 2007 Parameter estimation for Systems Biology models



Systems Biology models

Systems Biology models

e Typically consist of a list of (bio-)chemical reactions, together
with associated rate equations which govern their “speed”

@ The rate equations are usually a function of the current
system state, as well as parameters (rate constants)

@ From this, we need to make some assumptions about the
nature of the kinetics, then end up with a stochastic or
deterministic kinetic model
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Systems Biology models

Simple example — the immigration-death process

Two reactions:
025 X
X%

Can turn into a model in (at least) three ways:
@ Markov jump process: Pr(Xiprgr = x¢ + 1| Xt = x¢) = a dt,
Pr(Xesd: = x¢ — 1| Xt = x¢) = px¢ dt (discrete stochastic)
@ Diffusion approximation: dX; = (o — uXy)dt + /a + uXedW;
(continuous stochastic)

o . ) dx )
© Deterministic approximation: P = — ux (contlnuous

deterministic)
All Markovian. Also hybrids, spatial variants, etc.
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Likelihood-free MCMC
Inference for Markov processes Sequential algorithm
Conditional simulation

Generic problem

]
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]
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Model parameters: ¢

(Stochastic) model output: x

(Noisy and/or partial) data: D

For simplicity suppose that ¢ 1L D|x (but can be relaxed)

We wish (in the first instance, at least) to treat the model as
a “black box”, which can can only be forward-simulated

We are thinking about data relating to a single realisation of
the model (so no need to explicitly treat initial conditions),
but replicate runs and multiple conditions can be handled
sequentially (as will become clear)
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free MCMC
algorithm

simulation

Target: w(c|D)
Specify a “measurement error model”, 7(D|x) — eg. just a
product of Gaussian or t densities, but could also integrate
out a GASP representing systematic error...
Generic MCMC scheme:

o Propose c* ~ f(c*|c)

o Accept with probability min{1, A}, where

mn(cr)  fleler) | m(Dlc”)

A=20  Flerlo) < w(Dlo)

m(D|c) is the “marginal likelihood" (or “observed data
likelihood™, or...)
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Special case: deterministic model

@ Deterministic function g(+) such that x = g(c)

@ Then
m(Dle) = n(Dlc, g(c))
= 7(D|c, x)
= 7(Dlx)
@ Here 7(D]x) is just the “measurement error model” — eg.

simple product of Gaussian or t densities

@ This setup is somewhat simplistic for the deterministic case,
but we are really more concerned with the stochastic case...
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Inference for Markov processes e algorithm
g simulation

Stochastic model

@ Can't get at the marginal likelihood directly, so make the
target 7(c,x|D), where x is the “true” simulator output which
led to the observed data...

@ Clear that we can marginalise out x if necessary, but typically
of inferential interest anyway

@ Use ideas from “likelihood-free MCMC” (Marjoram et al,
2003)

@ Propose (c*,x*) ~ f(c*|c)m(x*|c*), so that x* is a forward
simulation from the (stochastic) model based on the proposed
new c*

m(cr)  flcle)  m(DIx*)
m(c) ~ ferle)  m(Dlx)
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“Likelihood-free” MCMC

@ Again w(DJx) is a simple measurement error model...

@ Crucially, because the proposal exploits a forward simulation,
the acceptance probability does not depend on the likelihood
of the simulator output — important for complex stochastic
models

@ This scheme is completely general, and works very well
provided that |D| is small

e Problem: If |D] is large, the MCMC scheme will mix very
poorly (very low acceptance rates)

@ Solution: Exploit the Markovian structure of the process, and

adopt a sequential approach, updating one observation at a
time...
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Sequential likelihood-free algorithm

e Data D; = {di,...,d:}, D =D,. Sample paths
Xt ={x|t—1<s<t}, t=2,3,...,n, so that
x={x2,...,Xn}

© Assume at time t we have a (large) sample from 7(c, x¢|D;)
(for time 0, initialise with sample from prior)

@ Run an MCMC algorithm which constructs a proposal in two
stages:
@ First sample (c*, x}) ~ 7(c, x¢|D;) by picking at random and
perturbing slightly (sampling from the kernel density estimate)
@ Next sample x} ; by forward simulation from 7(x}, ;|c*, x{)
© Accept/reject (c*, xf, ;) with

m(dealxta)
T(dey1|Xes1)

© Output state, put t : =t + 1, return to step 2.

A=
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Hitting the data...

@ The above algorithm works well in many cases, and is
extremely general (works for any Markov process)

@ In the case of no measurement error, the probability of hitting
the data (and accepting the proposal) is very small (possibly
zero), and so the mixing of the MCMC scheme is very poor

o ABC strategy is to accept if
Xty — degall < e

but this forces a trade-off between accuracy and efficiency
which can be unpleasant

@ Same problem in the case of low measurement error

@ Particularly problematic in the context of high-dimensional
data

o Would like a strategy which copes better in this case
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Conditional simulation

@ The problem with the likelihood free approach is that
sampling x7, ; from 7(x} ;[c*, x{') gives negligible probability
of hitting d¢y1

o Ideally we would like to sample from the conditioned process
(X} 1], x¢, dry1) instead

@ If it is possible to sample directly from this and evaluate its
likelihood, then the acceptance probability can be written

m(deya|c*, x)

A—
m(det1lc, xe)

@ The proposed path has now dropped out of the problem
completely — effectively giving a marginal or collapsed
updating scheme
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Computable acceptance probability

@ The above acceptance probability isn't directly computable,
even under our already generous assumptions, but we can use
the basic marginal likelihood identity (BMI) to write

T(xe+1]c, e )m(der |Xet1)
T(Xer1]C, Xe, dry1)

m(der1lc, xt) =

@ We can then re-write the acceptance probability in a
computable form as

m(x{alet x¢)
N _mXen X))
_ m(dealxii) | ALl )

- 7(d, X m(Xe+1]€,xe)
( t+1‘ t+1) 7|'(Xt+1|C7Xt,dt+1)

A

@ Need to be careful about how the sample path “likelihoods”
are evaluated...
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A tractable strategy

@ In practice it is rare that we can work directly with the
conditioned process directly, so we need to instead work with
a tractable approximation, q(x},;|c*, x{, diy1)

@ Then we can write A in the form

7r(x:+1|c*,x;*,dt+1)

7T(dt+1 |C*7 X;) q(x:+1|c*7xzfvdt+1)

7(der1]c, x¢) T(Xe41]Cxe 1)
q(xes1]c,xe,drv1)

A=

@ or more formally as

w(desa|ct, xf)  So(Xiale®, xt, desa)

m(der1lc, xt) %(Xtﬂ\axt, de+1)

A=
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Computable version

@ It is therefore clear from the above that the entire procedure
should work provided that the proposed tractable bridging
process is locally equivalent to the true conditioned process

@ In this case we can again re-write the acceptance probability
in computable form
m(Xpy gl oxf)
* *
A— 7T(dl'-Q-l‘Xt—&-l) Q(X:+1|C*7Xt sdet1)

N 7T(dt+]_‘Xt+]_) M
q(xt+1|CuXt7dt+1)

@ Only remaining question is how to construct an appropriate
tractable bridging process q(x; ;|c*, X}, d¢11)
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Approximate conditional simulation

Many strategies are possible:

e For a Markov jump process, can sample from an
(inhomogeneous) Poisson process, conditioned on the end
point

@ For continuous models (eg. a diffusion process governed by an
SDE), conditional simulation is more delicate (due to the
requirement of local equivalence), but can be carried out
using the Modified Diffusion Bridge...
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Modified diffusion bridge (MDB)

@ Need a tractable process g(x;, ;|c*, x;, dr11) that is locally
equivalent to m(x} |c*, X, d¢11)

o Diffusion dX; = u(X:)dt + B(X:)2 dW,

e For simplicity just consider the interval [0, 1], and suppose we
are interested in the diffusion conditioned on both Xy = xq
and X; = x; (ie. perfect observation — generalisations are
straightforward)

@ For the discrete derivation, consider an Euler-Maruyama
discretisation with time step At and increments

(Xt—i-At‘Xt = Xt) ~ N(Xt + M(Xt)At, /B(Xt)At)
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Discrete-time construction

o Consider a forwards-simulation construction, and suppose that
we have simulated as far as t

o We know the distribution of the forward increment X;a¢, but
to condition on x; we would have to know Xi|Xiiar = x

@ We use a very crude Euler-style approximation
(X1 Xerae = x) ~ N(x + M(Xt)A+a/6(Xt)A+)

where AT =1 —t — At
@ We now have a linear Gaussian structure, so can directly

condition to get

Atx +xi At AT
1—-t  "1—t

(Xegne|Xe = x¢, X1 = x1) ~ N ( ﬁ(xt)At>
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Continuous-time interpretation

@ The above is the MDB construct of Durham & Gallant
(2002). It is exactly what is needed, but why is it locally
equivalent to the true conditioned diffusion?

o Chib, Pitt & Shephard (2004) explain that the MDB is a
discretisation of the bridging process

X1—X

dX, = tfdt+ﬁ(xt)%dwt

which has the same diffusion term as the true process, and is
therefore locally equivalent (Delyon & Hu, 2006)

@ The MDB is actually a better discretisation of the above
process than a simple Euler-Maruyama scheme (Stramer &
Yan, 2007)

Darren Wilkinson — SAMSI, RTP, May 2007 Parameter estimation for Systems Biology models



Likelihood-free MCMC
Inference for Markov processes Sequential algorithm
Conditional simulation

Sequential MCMC-based particle filter

@ The MDB proposal can be embedded in the sequential
MCMC scheme previously described to give an effective
inferential algorithm, that works in the case of perfect
observation, as well as in the context of partial observation
and/or measurement error

@ The sequential scheme is particularly attractive in the context
of systems biology, where there is the possibility of having to
pool information from multiple partial data sets

@ The only remaining issue with this scheme is the issue of
sample impoverishment and degeneracy of particle filter
techniques when used in the context of filtering for fixed
model parameters

Darren Wilkinson — SAMSI, RTP, May 2007 Parameter estimation for Systems Biology models



Likelihood-free MCMC
Inference for Markov processes Sequential algorithm
Conditional simulation

Comparative results

Gibbs MCMC/PF KDE
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Future directions

@ In the presence of measurement error, the sequential
likelihood-free scheme is effective, and is much simpler than a
more efficient MCMC approach

@ The likelihood-free approach is easier to tailor to non-standard
models and data

@ The essential problem is that of calibration of complex
stochastic computer models

@ For slow stochastic models, there is considerable interest in
developing fast emulators and embedding these into MCMC
algorithms
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Building emulators for slow simulators

@ Use Gaussian process regression to build an emulator of a slow
deterministic simulator

@ Obtain runs on a carefully constructed set of design points
(eg. a Latin hypercube) — easy to exploit parallel computing
hardware here

@ For a stochastic simulator, many approaches are possible

o (Mixtures of) Dirichlet processes (and related constructs) are
potentially quite flexible

o Can also model output parametrically (say, Gaussian), with
parameters modelled by (independent) Gaussian processes

e Will typically want more than one run per design point, in
order to be able to estimate distribution

Darren Wilkinson — SAMSI, RTP, May 2007 Parameter estimation for Systems Biology models



Future directions
Acknowledgements
Conclusions References

Interesting methodological problems

o Calibration of fast and slow stochastic simulators, using
individual, averaged and distributional data

@ Dealing with heterogeneity — cell—cell, tissue—tissue, or
organism—organism

@ Emulation of slow stochastic simulators — good models and
fitting procedures

@ Experimental design for stochastic computer models — trade
offs between repetition and space-filling, etc.

@ Utilising fast stochastic or deterministic approximate
simulators for a slow stochastic simulator
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